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o4 How does it work?
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(1) Get a signal representing the signs
e.g., velocities of the hands
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éb How does it work?
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(2) Train Hidden Markov models (HMMs)
Type of statistical model

Uses probability distributions to represent a
signal

- Robust to slight variations in the signs
Naive approach: One HMM per sign
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s+ HMMs have been used in speech recognition
for decades

4 Speech recognition is now very sophisticated

s So, why is ASL recognition not as
sophisticated?

s The ugly truth: ASL recognition is much
harder than speech recognition!
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N Why is it so difficult?
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+ Computational and modeling complexity
s ASL is a highly inflected language
+ Consider the verb GIVE:

Subject agreement
Object agreement

- Many distinct appearances for a single sign
- We would need one HMM per appearance

o4 Complexity

4 Let's do the math:

Assume a very conservative 10 appearances
per sign on the average

Approximately 6000 ASL signs in lexicon
6000 x 10 = 60,000 HMMs
Each HMMs needs a minimum of 10-15
training examples to be useful
600,000 — 900,000 sign examples needed

s Any volunteers to record that many signs?

o Complexity

4 Using one HMM per sign is doomed to fail

4 Yet, most of the existing literature ignores
this problem

4 Let's take a clue from speech recognition:

Breaks down words into phonemes

~ 40 allophones in English, one HMM per
allophone

s Possible to do same for ASL recognition?
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&  Modeling ASL phonology

2 e

s Key idea:
Number of phonemes in a language is limited
As opposed to unlimited number of inflections

Build signs up from limited number of
phonemes

s+ How many phonemes are there in ASL?
Depends on who you ask!
Many conflicting models in the literature
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S Movement-Hold model

+ Choose the Movement-Hold model
Liddell & Johnson (1989)
s Advantages:
Strong emphasis on segments
Strong emphasis on sequential contrast
s Segments ideal for recognition with HMMs

Chaining HMMs into a recognition network
corresponds to chaining segments into a sign
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N Movement-Hold example
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K MH to HMMs

-+ Straightforward for location and hand
movements

s Hold: the hand is held stationary
Good time to capture location
One HMM per location phoneme in holds
+ Movement: the hand moves
Good time to capture direction and hand velocity

One HMM per type & direction of hand
movement

In front ArtiCUIatory features Touches
of or
forehead ‘ forehead ‘ forehead ‘ forehead
T [
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o4 A Problem with MH
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+ Many signs do not start with a hold

s So, HMM recognition network does not
capture location until end of sign

s Negative effect on recognition accuracy
+ Add new “segment” called X
-+ Like hold, but hand need not be stationary

g8
o4 The X “segment”

X M M \ M H
Front of | straight straight straight Forehead
Fore back forward , back orehea

=+ Interestingly, a similar idea exists in later,
unpublished versions of the MH model

o _ _
cfb What does this accomplish?

-+ If we look only at positions and velocities:
~ 40 models for hold segments
~ 50-100 models for movements
~ 40 models for “X” segments (same as hold)
Total: 150 200 models

4 Compare with 60,000 from naive approach
s Suddenly, large vocabularies look feasible!

oo
&  What about accuracy?
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+ Complexity of the recognition task reduced
by ~3 orders of magnitude

+ But how does phoneme modeling affect
recognition accuracy?
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& Experiments with MH model
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o4 Simultaneous Aspects

4 The previous results look encouraging, but ...

s ... what about modeling the simultaneous
processes in ASL?

Two-handed signs
Hand movements + handshape changes
Hand orientation changes

s MH captures them in articulatory features
s How do we attach them to HMMs?
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& Simultaneity and HMMs
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& Simultaneous complexity
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s Unfortunately, no
4+ Lots of combinations of simultaneous events
4 Arough estimate:

30 handshapes, 20 locations, 8 orientations, 40

movements
30 20 8 40 30 20 8 40
stronghand weak hand

That's 37 billion!
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& Simultaneous complexity
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+ Even if only every 100" combination is valid,
still too many

s Movement-Hold model cannot help here
s Need a way to decouple simultaneous events
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&  Theengineer's solution
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s a.k.a. “The Cheap Way Out:”

s Assume that all simultaneous events are
independent from one another

« Can be observed independently
« Can be combined easily

Simply multiply marginal probabilities of HMMs
« Can be trained independently

[om gm s .
& Independence assumption
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+ What does this mean from a modeling point
of view?
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o s Independent channels
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< Independent channels

?\E Pros & Cons of independence

+ Pros:
Number of modelsisonly 30 20 8 40 2
Instead of 30 20 8 40°
Fuzzy boundaries handle anticipation well
Can generate any combination on the fly
4 Cons:
Strong/weak hand often not really independent

Engineer's excuse: Hey, it works!

+ Example: BROTHER
location/velocity H M || H
Strong f‘orehead ‘down % ‘neutral —‘
har .. .
Sign boundaries A ﬂ J
across channels ——
are fuzzy H )
neutral
Weak :
nang handshape A AL J
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o Conclusions
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+ Phoneme modeling is essential to keep
complexity down

+ Handling simultaneity is very difficult and still
a wide open research problem

s Independence assumption works to a certain
degree
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& Outlook on future work
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+ Need to verify approach with larger
vocabularies

+ Need to verify with native signers

+ Should use a standardized corpus
So results can be compared across groups

Until recently, none were suitable for
recognition

Corpus from National Center for Gesture and
Sign Language resources may be suitable

oo
&  Outlook on future work
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4 Some exciting possibilities for future work:
Use of space and deictic signs
Alternate approaches to reducing complexity
Coupling with syntactical parsing
Facial expressions

+ Each of these areas is a possible PhD
project
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o4 Use of space
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4 Use of space seems to have two functions:
Gestural
Deictic (pronouns)

s How to distinguish between these?

s How to model deictic signs?
May not fit in phoneme modeling framework
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o4 Reducing complexity
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+ In many signs the holds completely
determine the intervening movement

Movement modeling may be redundant

s Recognize sign as a series of holds?

s How do we know where to look for a hold?
Temporal segmentation is not trivial

g

g8 . .
o4 Syntactic parsing

+ Parsing the recognized sentences can make
recognition more robust

Discard ungrammatical sentences
Disambiguate signs

s Some people have started working on ASL
parsers
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o Facial expressions
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s Extremely important in ASL
s Unfortunately, face tracking is an extremely
difficult computer vision problem

Unlike arms and hands, cannot be done with
motion capture
Only computer vision will work
+ Improvements in face tracking and
recognizing expressions will have an impact
far beyond ASL recognition




